
8Big data from mobile devices

In the era of big data, there is an enormous amount of information that is being col-

lected, communicated or analysed by mobile devices. Every month, there are about

1.5 billion gigabytes of data transferred over mobile networks. Due to the boom of

the Internet of Things, the amount of mobile devices that connect to the internet

will rise to about 50 billion by 2020, which will greatly increase the volume, variety

and velocity of data.

In the context of big data analysis, there are two major groups of mobile devices:

wearable sensors and mobile phones. The former is designed with a primary focus

on monitoring health conditions of individuals. Pantelopoulos and Bourbakis (2010)

stated that over the past years, the design and development of wearable sensors for

health monitoring have received much interest from the scientific community and

industry. Because of the increasing costs of healthcare, technologies in miniature

sensing devices, smart textiles, microelectronics and wireless communications have

been progressing continuously, implying that wearable sensors will potentially

transform the future of healthcare by enabling proactive personal health manage-

ment and ubiquitous health monitoring of individuals. Furthermore, sensor-based

systems can be formed, which comprise various types of small physiological

sensors, transmission modules or processing capabilities to facilitate low-cost

wearable unobtrusive solutions for continuous all-day and any-place health, mental

and activity status monitoring.

On the other hand, mobile phones (sometimes referred to as smart phones) are

becoming the central computer and communication device in our lives. As stated

by Lane et al. (2010), smart phones are programmable and equipped with powerful

embedded sensors, including accelerometer, gyroscope, GPS, compass, microphone

and camera. These sensors jointly enable innovative applications in a wide range of

areas. For example, in social networks mobile phone sensors can be used to classify

automatically the events people are participating in, and share the participation

using online social networks. In health monitoring, sensor-enabled mobile phones

are able to observe data continuously (often with high velocity), providing impor-

tant information about patients’ health status. For instance, physical activities can

be captured and related to personal health goals and consequently feedbacks to

users are generated, such as encouraging more exercise. In environmental engineer-

ing, mobile phone sensors can be utilized to evaluate the environmental impact of

an individual, monitoring how the actions of an individual influence his/her expo-

sure and contribution to environmental issues such as greenhouse gas emissions.

An important advantage of sensor-equipped mobile phones is that they are much

more efficient than traditional cell phones in data recording and communication.

On average, a smart phone generates about 48 times more mobile data traffic than a

basic cell phone. In 2014, about 27% of global handsets were smartphones, but they
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accounted for 95% of global handset traffic. The predicted number of smart phones

in 2015 is over 1.2 billion, and the growth is expected to continue. The sensor-

equipped mobile phones are believed to revolutionize data collection and

processing.

As stated before, data collected by mobile devices often exhibit high-volume,

high-variety and high-velocity characteristics. Suitable methods need to be applied

to extract useful information from these data. In this chapter, we discuss

issues related to data collection and processing using mobile devices. In turn, we

concentrate on the applications of wearable devices in health monitoring, and a

case study in transportation where data collected from mobile devices facilitate the

management of road networks.

8.1 Data from wearable devices for health monitoring

As noticed by Patel, Park, Bonato, Chan, and Rodgers (2012), because of the

improvements in healthcare over the past few decades, residents of industrialized

countries are now living longer but with multiple health conditions which are often

complex. Although the survival from acute trauma has improved, it has led to an

increase in the number of individuals with disabilities. It is therefore of critical

importance to seek solutions to the question of how healthcare can be provided to a

growing amount of individuals with complex medical conditions or disabilities,

while the cost remains affordable. Patel et al. (2012) argued that such a problem

can be solved partially by utilizing advanced techniques of wearable devices, since

evidence has shown that recent developments in wearable sensor-based systems

have led to exciting clinical applications, such as diagnostics and monitoring.

Patel et al. (2012) suggested the following framework of health monitoring using

wearable devices:

1. Wearable sensors are deployed according to the clinical application of interest. Such

sensors are capable of monitoring vital signs and movements of patients;

2. Data collected by wearable sensors are transferred to a processing centre;

3. Emergency situations (e.g., heart failure, fall) are detected by data analysis, and a warning

message is sent to an emergency service centre to provide immediate assistance to patients.

The three steps above correspond to three key enabling technologies in health

monitoring: sensor technology, communication technology and data analysis

techniques. The first two technologies are in the field of information technology or

electronic engineering and hence out of the scope of this book. The main focus of

this section is on the analysis techniques that are suitable for data collected by

wearable devices. As stated by Patel et al. (2012), for the purpose of health

monitoring, massive data that are gathered using wearable devices have to be

managed and processed to derive clinically relevant information. Statistical

methods, such as signal processing, pattern recognition and data mining, enable

remote health monitoring applications which would have been infeasible otherwise.

It is now widely acknowledged that data processing and analysis techniques should
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be integrated in the design and development of wearable-device based health

monitoring. The following sections aim to demonstrate some of these techniques.

8.1.1 Signal, sensor and data

Table 1 of Pantelopoulos and Bourbakis (2010) provides a list of sensors that can

be integrated as a part of wearable health-monitoring system. Each of these sensors

corresponds to a certain type of biosignal being monitored, while records of such a

biosignal are stored in data format. According to Pantelopoulos and Bourbakis

(2010), the following types of biosignals are of interest in health monitoring:

� Electrocardiogram (ECG): it is measured by chest electrodes to monitor electrical activity

of heart, with signals recorded as continuous waveform showing the contraction and

relaxation phases of cardiac cycles.
� Electroencephalogram (EEG): recorded by scalp-placed electrodes, measuring electrical

spontaneous brain activity and other brain potentials.
� Electromyogram (EMG): measured by skin electrodes to examine electrical activity of

skeletal muscles.
� Heart rate: recorded by skin electrodes.
� Heart sounds: measured by phonocardiograph.
� Blood pressure: monitored by arm cuff-based sensors, recorded as the force exerted by

circulating blood on the walls of blood vessels.
� Blood glucose: recorded by strip-based meters as the amount of glucose in blood.
� Body/skin temperature: monitored by temperature probe or skin patch.
� Respiration rate: recorded by piezoelectric sensors.
� Oxygen saturation: measured by pulse oximeter, indicating the amount of oxygen

contained in blood.
� Perspiration or skin conductivity: measured by galvanic skin response.
� Body movements: monitored by accelerometers and gyroscopes. These sensors are used

to record measurements of acceleration forces in the 3-dimensional space as well as

information about the position of a patient.

In the past decade, various methods have been developed for the analysis of

these recorded signals, aiming to facilitate health monitoring by abnormality detec-

tion. To illustrate, we consider data recorded by the following two types of sensors:

electrodes and accelerometers/gyroscopes. Section 8.1.2 has a focus on electrode-

type sensors, providing a discussion about statistical methods that are suitable for

ECG, EEG or EMG data. Section 8.1.3 briefly describes how a fall of an individual

being monitored can be detected based on the data collected from accelerometers

and gyroscopes.

8.1.2 ECG, EEG and EMG

Using electrodes, ECG, EEG or EMG data are observed in the form of time series,

that is, values are recorded over time with a fixed frequency. Time series data

are ubiquitous in our lives. Aghabozorgi, Shirkhorshidi, and Wah (2015) noted

that real-world applications have found the chance to store data for a long time, as a
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result of the development of data storage and processors. Consequently, large

volumes of time series data are routinely created in various fields, such as economics

(GDP, inflation rates), finance (stock prices, exchange rates), environmental studies

(greenhouse gas emissions, ambient temperatures), seismology (seismic waves due

to earthquakes), etc. In the context of biomedical research, signals recorded by

electrodes are typical examples of time series data. The figure below displays time

series patterns of electrocardiograms (ECG), electroencephalograms (EEG) and

electromyograms (EMG).
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Groups of electrode signals have been extensively discussed in the literature. For

ECG signals, there are groups associated with various types of cardiac arrhythmias

including atrial premature contraction, premature ventricular contraction, supraven-

tricular tachycardia, ventricular tachycardia and ventricular fibrillation, as well as a

normal sinus rhythm (healthy people) group (Ge, Srinivasan, & Krishnan, 2002).

For EEG signals, groups of electrode recordings include those of healthy volun-

teers, those of epileptic patients measured during seizure-free intervals, and those of

epileptic patients measured during seizure activity (Maharaj, 2014). In the field of

myoelectric prosthesis control, EMG signals collected from remnant muscles are

used to define various types of hand motion (Mattioli, Lamounier, Cardoso,

Soares, & Andrade, 2011). In health monitoring, discriminating between groups of

electrode signals is central to the detection of particular illness with respect to those

of healthy people. Such a discriminating task is known as classification, or super-

vised learning. The aim of classification is to assign an individual (i.e., a patient),

whose grouping is unknown a priori, to one of several existing groups. The deter-

mined grouping of this individual indicates his/her health status. For example, the

classification of EEG recordings of an epileptic patient is able to tell whether he/

she is during seizure activity or not. It should be stressed that the analysis of

electrode signals is usually automated when health monitoring is carried out

remotely. As a result, severe adverse consequences may happen if electrode signals

are incorrectly classified. Taking ECG as an example, it is very risky if a classifica-

tion method cannot discriminate between signals of normal sinus rhythm and those

of arrhythmias, as arrhythmias represent a serious threat to the patient recovering

from acute myocardial infarction (Ge et al., 2002). Consequently, it is essential to

consider classification methods that produce low rates of false negatives, that is, the

result of classification incorrectly indicates no presence of a condition (e.g., seizure

activity, acute myocardial infarction, etc.) but in reality it is present.

Aghabozorgi et al. (2015) claimed that over the past ten years a large amount of

changes and developments have emerged in time series analysis, which have

increased the size of time series datasets exponentially. Taking electrodes as an

example, one hour of ECG records occupies one gigabyte. To cope with such a

trend, methods for classifying time series data efficiently are required. In this sec-

tion, feature-based classification methods are discussed due to their reliability and

low computation cost.

Feature-based classification methods decide on the grouping of a time series

based on some form of features extracted from data. These methods are usually

straightforward to implement as most of time series features can be computed

easily. The benefit of using feature-based methods is substantial when the length of

time series is very large, since one may reduce the size of data by characterizing

each time series using a small number of suitable features, rather than working

directly on massive raw values. Another advantage is that feature-based methods

are capable of classifying time series with unequal lengths.

Among numerous options, the following time series features have been

commonly applied: autocorrelation function (ACF), partial autocorrelation function

(PACF), normalized periodogram, log-normalized periodogram, cepstrum and
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coefficients of autoregressive models (Caiado, Crato, & Peña, 2006; D’Urso &

Maharaj, 2009, 2012; Galeano & Peña, 2000; Kalpakis, Gada, & Puttagunda,

2001). We describe these time series features briefly in the following sections.

ACF and PACF

ACF and PACF have been very popular in characterizing time series. Let fXtg be

a stationary time series with length T. Denote fXt2hg the lagged time series by h

periods. The autocovariance of fXtg at lag h is calculated as:

γXðhÞ5CovðXt;Xt2hÞ5E½ðXt 2μXÞðXt2h 2μXÞ�;

where μX is the expected value of fXtg. The autocorrelation of fXtg at lag h is given by

ρXðhÞ5CorðXt;Xt2hÞ5 γXðhÞ
γXð0Þ

5
E½ðXt 2μXÞðXt2h 2μXÞ�

EðXt2μXÞ2
:

The autocorrelations at lags 1, 2, . . . jointly form the ACF. Its empirical version

is named sample autocorrelation function (SACF). Let x1; x2; . . .; xn be the observa-

tions of a time series. The sample autocovariance is computed as follows:

γ̂ðhÞ5 1

n

Xn2jhj

t51

ðxt1jhj 2 xÞðxt 2 xÞ; 2 n, h, n;

where x is the sample average. The SACF is of the following form:

ρ̂ðhÞ5 γ̂ðhÞ
γ̂ð0Þ ; 2 n, h, n:

If we would like to examine the relationship between current and earlier values of

a time series but holding the effect of all other time lags constant, the partial autocor-

relation function (PACF) should be considered. That is, the PACF measures the

degree of association between fXtg and fXt2hg, whereas the other time lags are not

taken into account. The PACF of fXtg at lag h is a function αð�Þ defined as follows:

αð0Þ5 1;
αðhÞ5φhh; h$ 1;

where φhh is the last component of

φh 5Γ21
h γh;

where Γ h 5 ½γði2jÞ�i; j51;...;h, and γh 5 ½γð1Þ; . . .; γðhÞ�0.
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Given a set of observations fx1; x2; . . .; xng with xi 6¼ xj for some i and j, the

sample PACF is expressed as

α̂ð0Þ5 1;
α̂ðhÞ5 φ̂hh; h$ 1;

where φ̂hh is the last component of

φ̂h 5 Γ̂
21

h γ̂h:

Using MATLAB, the ACF and PACF of a time series realization at lag h can be

computed respectively by functions “autocorr(x, h)” and “parcorr(x, h)” where

“x” stands for the time series realization.

In time series analysis it is common to plot the ACF and PACF against time

lags. Such plots are referred to as correlograms, which visualize time-varying pat-

terns by serial dependence. Correlograms are very helpful in discovering cycles,

seasonality or other time series patterns, as well as determining a suitable time

series model for the observed data. Refer to Makridakis, Wheelwright, and

Hyndman (1998) for an extensive discussion.

Normalized periodogram, log-normalized periodogram and
cepstrum

The ACF and PACF are time series features defined in the time domain. In particu-

lar cases (e.g., speech recognition) it is more appropriate to consider time series

features in the frequency domain. Associated with each stationary stochastic process

is a spectral density function which is used to characterize frequency properties of a

stationary time series. The spectral representation decomposes a stationary time

series fXtg into a sum of sinusoidal components with uncorrelated random coeffi-

cients. In conjunction with this decomposition, there is a decomposition into sinu-

soids of the autocovariance function of fXtg. For stationary time series the spectral

decomposition is an analogue of the Fourier representation of deterministic func-

tions. Spectral analysis is especially useful when analysing multivariate stationary

processes and linear filters.

Let fXtg be a stationary time series with zero mean and autocovariance func-

tion γðUÞ satisfying
PN

h52N jγðhÞj,N. The spectral density function (also

referred to as the spectrum) is the Fourier transform of the autocovariance func-

tion, namely,

fXðωÞ5
1

2π

XN
h52N

γðhÞe2ihω

 !
;
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where γðhÞ is the autocovariance coefficient at lag h of {Xt}, and ωA½2π;π� is the
frequency. eiω 5 cosðωÞ1 i sinðωÞ, where i5

ffiffiffiffiffiffiffiffi
2 1

p
. The spectral density function

is a nonnegative, even function and therefore it is sufficient to consider ωA½0;π�.
The autocovariance of a stationary time series with absolutely summable

autocovariance function can be expressed as the Fourier coefficients of the

nonnegative even function:

γðkÞ5
ðπ
2π

eikωfXðωÞdω5

ðπ
2π

cosðkωÞfXðωÞdω:

For a time series realization {Xt:t5 1, 2, . . . T}, an estimator of the spectral

density function is the periodogram. The periodogram of fXtg is expressed as

PXðωjÞ5 1

T

XT
t51

xte
2itωj

�����
�����
2

;

where the frequencies ωj 5 2πj=T , j5 1; . . . ;T=2. MATLAB has the in-built

function “[px, w] 5 periodogram(x)” for computing PXðωjÞ, where the output “px”
and “w” stand for the periodogram power spectral density estimate and normalized

frequencies, respectively.

The normalized periodogram characterizes the correlation structure, which is of

the following form:

NPXðωjÞ5
PXðωjÞ
γ̂0

;

where γ̂0 is the sample variance of time series.

Since the variance of periodogram ordinates is proportional to the spectrum

value at the corresponding frequencies, it is feasible to consider the logarithm of

normalized periodogram:

LNPXðωjÞ5 log NPXðωjÞ:

Another commonly applied time series feature is the cepstrum, which has been

proven useful in many fields of research including processing signals containing

echoes seismology, measuring properties of reflecting surfaces, loudspeaker

design, restoration of acoustic recordings, and detecting families of harmonics

and sidebands (e.g., in gearbox and turbine). In order to define the cepstrum of

a time series, the stationary autoregressive moving average (ARMA) model is

considered:

Xt 5
Xp
r51

φrXt2r 1 εt 1
Xq
r51

θrεt2r;
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where φr and θr are the autoregressive and moving average parameters, respectively,

and εt is a white noise process whose variance is σ2. The respective spectral density

is defined as

fXðωÞ5
σ2

2π
12

Pp
h51 φhe

ihω

12
Pq

h51 θheihω

����
����
2

:

An exponential form for the log spectral density, introduced by Bloomfield

(1973), is defined as

λXðωÞ5 log fXðωÞ5
σ2

2π
exp 2

Xp
h51

ψh cosðhωÞ
 !

;

where 0,ω,π, ψhðh5 1; . . .; pÞ and σ2 are unknown parameters. Savvides,

Promponas, and Fokianos (2008) introduced an expression of the cepstrum of fXtg,
which is of the following form:

CPðωÞ5 log λXðωÞ5ψ0 1 2
Xp
h51

ψh cosð2πhωÞ;

where ψ0 5
Ð 1
0
log λXðωÞdω is the logarithm of the variance of εt. If log λXðωÞ is

absolutely integrable on (0, 1), the cepstral coefficients are defined as

ψh 5

ð1
0

log λXðωÞcosð2πhÞdω;

for h5 0; 1; 2; . . .. It is worth noting that due to the convergence rate of log λXðωÞ,
choosing only a small number of cepstral coefficients is sufficient to describe the

second order characteristics of a time series. MATLAB has the in-built function

“rceps(x)” for the computation of cepstrum.

Autoregressive coefficients

The estimated coefficients of an autoregressive (AR) model can be employed as

time series features as well.1 Consider the following p-order AR model:

Xt 5φ0 1φ1Xt21 1?1φpXt2p 1 εt;

where the error term εt is assumed a white noise process. In practice, the AR order

p is determined by a means of model selection criterion, such as the Bayesian infor-

mation criterion (BIC) proposed by Schwarz (1978). Once p is selected properly,

1 In the survey of Liao (2005), these methods are categorized as model-based approaches.
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the estimated values of φ1; . . .;φp are capable of characterizing time-varying

patterns of Xt. It is common in the literature to use AR coefficient estimates to clas-

sify time series realizations (Liu & Maharaj, 2013; Liu, Maharaj, & Inder, 2014;

Maharaj, 2000).

Once the features of time series are computed, standard classification algorithms

(e.g., k-nearest neighbour, support vector machines, etc.) can be applied. The princi-

ple of classification is straightforward: always assign a time series to the group with

which it has the greatest similarity. The similarity/dissimilarity is measured by

some distance function of computed time series features, for example, the

Euclidean distance between SACF values. Note that in practice, time series features

of a group are approximated by the features of a representative of the group (e.g.,

the centroid time series in that group).

There are numerous examples of classifying ECG, EMG or EEG data using

feature-based methods, and the results of classification have been generally desir-

able. For instance, Ge et al. (2002) and Corduas and Piccolo (2008) attempted to

classify ECG data by measuring the distance between estimated autoregressive

coefficients. The result of classification showed that the arrhythmia groups can be

well recognized and separated from the normal sinus rhythm group. Kalpakis et al.

(2001) considered both ACF and cepstrum time series features for the classification

of ECG signals. Both features achieved good performance in discriminating

between health and illness groups. Kang, Cheng, Lai, and Tsao (1995) employed

both autoregressive and cepstral coefficients to classify patterns in EMG signals

of 20 repetitions of 10 motions, and experimental results showed that mean

recognition rate of the cepstral coefficients was at least 5% superior to that of the

autoregressive coefficients. Gupta, Parameswaran, and Lee (2009) addressed

the classification issue of EEG data by characterizing electrode signals using

normalized power spectral density, which resulted in very high accuracy.

In summary, feature-based methods for the classification of electrode signal data

have great potential in the detection of particular illness with respect to those of

healthy people. Past studies support the claim that feature-based methods are effi-

cient and reliable in the classification of electrode signals for health monitoring

purposes.

8.1.3 Fall detection

Hauer, Lamb, Jorstad, Todd, and Becker (2006) defined a fall as “an unexpected

event in which the participant comes to rest on the ground, floor, or lower level”.

As claimed by Igual, Medrano, and Plaza (2013), falling is one of the major health

risks among aged people. Approximately 28�35% of people over 65 years old fall

each year, while this figure increases to 32�42% for those aged 70 or above. The

frequency of falls increases exponentially with age-related biological changes, lead-

ing to a high incidence of falls or fall-related injuries such as soft tissue damage,

fractures, superficial cuts and abrasions to the skin, etc. Since the population in

most countries is aging rapidly, the number of injuries caused by falls will continue
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increasing if preventive measures are not taken. As a consequence, systems that are

capable of detecting falls are being investigated to alleviate this problem.

According to Igual et al. (2013), a fall detection system can be defined as “an

assistive device whose main objective is to alert when a fall event has occurred”,

which has the potential to mitigate some of the adverse consequences of a fall.

For example, if a fall of an aged person is detected, then the nearest medical

centre can be alerted immediately so that timely medical care becomes available

to this person. This is especially important to those who lack the ability to stand

up without assistance, implying another advantage of fall detection systems: the

fear of falling can be reduced if an aged person is aware that his/her body

movements are being monitored. Among elderly people, the fear of falling may

increase the risk of suffering from a fall. Igual et al. (2013) figured out that the

fear of falling tends to be associated with adverse consequences such as avoid-

ance of activities, less physical activity, falling, depression, decreased social

contact and lower quality of life. Fortunately, such problems can be solved by

reliable, accurate fall detection systems. As stated by Brownsell and Hawley

(2004), elderly people who are monitored by a fall detector tend to feel confident

and independent, claiming that the fall detector improves their safety. It is for

this reason that numerous fall detection systems have been developed over the

past decade.

Intuitively, the objective of a fall detection system is straightforward: to

distinguish a fall from activities of daily living (ADL) such as walking, running or

jumping. That is, a fall detection system is essentially a supervised learning

algorithm that recognizes a newly observed event as either a fall or an ADL.

As noted by Igual et al. (2013), however, this is not an easy task to carry out, since

particular ADL (sitting down, lying down, etc.) have very similar patterns to those

of a fall. As a consequence, massive data need to be collected from falls and vari-

ous ADL (which are either real or simulated by volunteers) to train a fall detection

system.

The reliability of a fall detection system is usually evaluated by two factors:

sensitivity and specificity. The former refers to the ability that a fall detector classi-

fies a fall as a fall, while the latter denotes how likely a detector classifies an ADL as

ADL. Mathematically, these two terms are defined as follows (Kangas et al., 2009):

Sensitivity5 TP=ðTP1FNÞ3 100%;
Specificity5 TN=ðTN1FPÞ3 100%;

where TP, FN, TN and FP denote true positives (detected falls), false negatives

(undetected falls), true negatives (ADL samples not giving fall alarm) and false

positives (ADL samples giving false fall alarm), respectively. An ideal fall

detection system is able to achieve 100% in both sensitivity and specificity, that is,

FN5FP5 0. For most fall detection systems, however, there is a trade-off between

sensitivity and specificity. As stated by Chao, Chan, Tang, Chen, and Wong (2009),

aiming for a higher specificity leads to fewer false alarms but may lower sensitivity,

and vice versa.
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Igual et al. (2013) categorize fall detection systems into two groups: context-

aware systems and wearable devices. The former depends on the sensors deployed

in the environment such as cameras, floor sensors, infrared sensors and pressure

sensors, which are out of the scope of this chapter. Wearable devices, on the other

hand, are miniature electronic sensor-based devices that are worn by a patient. The

majority of these devices are based on accelerometers and gyroscopes, which have

been extensively employed for gait and balance evaluation, fall risk assessment and

mobility monitoring. In practice, these sensors can be attached to the body directly,

or built in a smartphone. In either case, data of body movements are collected using

those sensors and then analysed to determine whether a movement is a fall or an

ADL. To analyse the data collected from accelerometers and gyroscopes, two types

of approaches have been proposed in the literature: thresholding techniques and

machine learning methods.

Thresholding techniques

Thresholding techniques, also known as threshold-based methods, are conceptually

very simple: body movements during a fall exhibit features that are distinguishable

from those during an ADL, which can be measured by particular quantities such as

angular acceleration, change in trunk angle, etc. If these quantities exceed a certain

threshold, then the corresponding event is classified as a fall.

Thresholding techniques are based on data, which are biosignals of a patient

measured by wearable sensors. For the purpose of data collection, one may choose

to implement one of the following three methods:

� Using accelerometers to observe acceleration data (Kangas, Konttila, Lindgren,

Winblad, & Jämsä, 2008; Kangas, Konttila, Winblad, & Jämsä, 2007; Kangas et al., 2009);
� Using gyroscopes to observe angular data (Bourke & Lyons, 2008);
� Using both accelerometers and gyroscopes to observe acceleration and angular data

(Li et al., 2009).

We first discuss how the acceleration data can be utilized by a thresholding

technique. Kangas et al. (2009) stated that a typical fall detection system is able

to identify different phases of a fall event, including (i) motion before impact,

which is recognized by high velocity, posture change or free fall, (ii) impact

itself, which is learnt based on high acceleration or a rapid change in accelera-

tion, and (iii) end posture or reduced general activity after the impact. They

claim that triaxial accelerometers and quite simple algorithms would be sufficient

for fall detection. In the research of Kangas et al. (2007, 2008, 2009), intentional

falls (forward, backward and lateral) towards a mattress were performed by

healthy volunteers, while ADL samples were collected from those volunteers as

well. During the falls and ADL, accelerations were measured synchronously at

the waist, wrist and head with triaxial accelerometers, where each of the three

axes was calibrated statically against the gravitation. The observed acceleration

signals were converted into gravitational units with a custom-made MATLAB

(R2006a) program.
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To detect a fall, Kangas et al. (2007, 2008, 2009) considered the following

parameters:

� Total sum vector. It contains both dynamic and static acceleration components, which can

be computed as follows:

SVTOT 5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
A2
x 1A2

y 1A2
z

q
;

where Ax, Ay and Az denote the acceleration in the x-, y-, and z-axes, respectively. When

standing, SVTOT is about 1g, where g stands for the standard gravity. The start of a fall is

recognized if SVTOT , 0:6g.
� Dynamic sum vector. It is computed as

SVD 5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
A2
x;HP 1A2

y;HP 1A2
z;HP

q
;

where Ax;HP, Ay;HP and Az;HP correspond to acceleration data that were high-pass (HP) fil-

tered. This parameter was used to detect fall-associated impacts. When standing, SVD is

approximately 0g.
� Sliding sum vector (SVMaxMin). It was calculated using the differences between the maxi-

mum and minimum values in a 0.1-second sliding window for each axis, which can be

used to investigate fast changes in the acceleration signal. When standing, SVMaxMin is

approximately 0g.
� Vertical acceleration. It is of the following form:

Z2 5 ðSV2
TOT 2 SV2

D 2G2Þ=2G;

where G5 1g standing for the gravitational component. Z2 � 0 while standing.
� Velocity (v0). v0 was computed by integrating SVTOT over the area from the beginning of

the fall until the impact.

To determine threshold values, Kangas et al. (2007) proposed to adjust

parameters to achieve optimal detection of falls with minimized false alarms from

ADL (maximal sensitivity with 100% specificity when possible). Kangas et al.

(2009) considered the following thresholds: 2.0g, 1.7g, 1.5g, 2.0g and 0.7 m/s for

SVTOT , SVD, SVMaxMin, Z2 and v0, respectively. Posture monitoring after a fall was

also investigated. The posture was detected 2 seconds after the impact from the

low-pass (LP) filtered vertical signal, based on the average acceleration in

a 0.4-second time interval, with a signal value of 0.5g or lower considered to be a

lying posture.

Using the calculated parameters and determined threshold values, Kangas et al.

(2008, 2009) applied the following three algorithms to detect a fall:

� The “impact1 posture” algorithm. It was based on the detection of the impact by a

threshold value of SVTOT , SVD, SVMaxMin or Z2, followed by posture monitoring.
� The “start of fall1 impact1 posture” algorithm. The start of a fall was detected by

observing that SVTOT , 0:6g, followed by the detection of the impact within a time frame

of 1 second by a threshold value of SVTOT or Z2. Posture was monitored at last.
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� The “start of fall1 velocity1 impact1 posture” algorithm. The “start of fall”, “impact”

and “posture” components of this algorithm were the same as those in the previous algo-

rithm, while the “velocity” component was carried out by the detection of v0 exceeding

the threshold.

The accelerometer-based method described above showed desirable perfor-

mance. Kangas et al. (2009) demonstrated that it can discriminate various types of

falls from ADL, with a sensitivity of 97.5% and a specificity of 100%.

While accelerometers are able to facilitate fall detection, gyroscopes, on the

other hand, have also been widely considered in the literature. The objective of a

gyroscope is to measure angular velocities of a moving object, which can be

used to infer angular accelerations and changes in trunk angle. Bourke and

Lyons (2008) investigated a threshold-based algorithm that is capable of

automatically discriminating between falls and ADL, using a biaxial gyroscope

sensor. Their hypothesis was that when a person falls and hits the ground it is

expected that the changes in angular acceleration, angular velocity and body

angle would be different from those experienced during ADL, and therefore

trunk bi-axial angular acceleration, angular velocity and body angle signals will

have peak values that are distinguishable from those produced during ADL.

To test this hypothesis, trunk pitch and roll readings were recorded during

simulated falls and ADL by biaxial gyroscope sensors that were fitted at the

sternum of participants. In their study, simulated falls towards crash mats were

performed by young volunteers under supervised conditions, whereas ADL

were performed by elderly subjects.

During each simulation, Bourke and Lyons (2008) recorded pitch and roll

angular velocity signals, denoted ωp and ωr, respectively. Both ωp and ωr were

low-pass filtered using a second-order low-pass Butterworth 2-pass digital filter

with a cut-off frequency of 100 Hz. The resultant angular velocity signal, denoted

ωres, was derived as follows:

ωres 5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ω2
p 1ω2

r

q
;

which provides a combined measure of the angular velocity in the sagittal and

frontal planes.

As noted by Bourke and Lyons (2008), there are two possible scenarios if a

thresholding technique is applied to the peak values of ωres: (i) the peak values

obtained from ADL do not overlap with those of a fall event, and (ii) the peak

values obtained from ADL overlap with those of a fall event. Obviously, the first

scenario implies a simple solution: a single threshold can be placed at the lowest

peak value of falls,2 which discriminates between falls and ADL with 100%

sensitivity and specificity. In contrast, the second scenario appears much more

complicated, as applying a single threshold is not sufficient to distinguish falls from

ADL. To solve this problem, Bourke and Lyons (2008) proposed to investigate two

2This is under the assumption that ωres values of fall events are generally higher than those of ADL.
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additional measurements, namely, the resultant angular acceleration (αres) and the

resultant change in trunk angle (θres). Based on ωp and ωr, αres and θres were

computed as follows:

αres 5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
α2
p 1α2

r

q
;

θres 5
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
θ2p 1 θ2r

q
;

where

αp 5
d

dt
fωpg10:5s

20:5s;

αr 5
d

dt
fωrg10:5s

20:5s;

θp 5
Ð t510:5s
t521:2s ωpðtÞdt;

θr 5
Ð t510:5s
t521:2s ωrðtÞdt;

and then peak values of αres and θres are obtained as

αmax 5maxðaresÞ;
θmax 5maxðθresjt510:5s

t50s Þ:

With respect to ωres, αmax and θmax, three threshold values were specified by

Bourke and Lyons (2008), which are in turn FT15 3:1 rads=s (angular velocity

threshold), FT25 0:05 rads=s2 (angular acceleration threshold) and FT35 0:59 rad
(trunk angle change threshold). Note that t in the equations above denotes the time

axis during a fall or ADL, with t5 0 referring to the time at which FT1 was exceeded.

They then proposed the following thresholding algorithm for fall detection:

Step 1: Compute ωres;

Step 2: If ωres .FT1, proceed to Step 3; otherwise, no fall is detected;

Step 3: Compute αmax and θmax. If αmax .FT2 and θmax .FT3, then a fall is detected;

otherwise, no fall is detected.

The algorithm proposed by Bourke and Lyons (2008) exhibits a hierarchy of the

thresholding process, which is essentially the same as a decision tree. That is, multi-

ple classification criteria are incorporated in a tree-like structure, where each node

represents a thresholding rule. Compared to single-node classification algorithms, a

tree-like thresholding structure substantially improves the reliability of the fall

detection system. As demonstrated by Bourke and Lyons (2008), with 100% sensi-

tivity ensured, a specificity of 97.5% was achieved when considering only FT1,

whereas 100% specificity was obtained if the combination of all three thresholds

was adopted.
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Having witnessed that using either accelerometers or gyroscopes may lead to

successful fall detection, one may wonder whether the reliability of a fall detection

system can be further improved by considering both types of sensors. In the

literature, attempts have been made to explore the consequences of integrating

accelerometer and gyroscope sensors. Li et al. (2009) used the Technology-Enabled

Medical Precision Observation (TEMPO) 3.0 sensor nodes, each of which

included a triaxial accelerometer and a triaxial gyroscope. The sensor nodes were

attached on the chest and thigh, given the fact that most postures have different

angles between the trunk and upper legs. Three male volunteers were recruited to

simulate various activities, including ADL (walk on stairs, walk, sit, jump, lay

down, run, run on stairs), fall-like motions (quickly sit-down upright, quickly

sit-down reclined), flat surface falls (fall forward, fall backward, fall right, fall left),

inclined falls (fall on stairs). For posture monitoring, they also collected data from

various static postures, such as standing, bending, sitting and lying.

Li et al. (2009) carried out fall detection in three steps: activity intensity analy-

sis, posture analysis, and transition analysis. This algorithm can be summarized as

follows:

� For a particular activity, if the change of sensor readings within a time interval did not

exceed a predetermined threshold, it would be classified as a static posture; otherwise, it

would be recognized as a dynamic transition. To discriminate between a dynamic transi-

tion and a static posture, readings of linear acceleration and rotational rate of the trunk

and thigh were utilized, with thresholds 0.40g and 60 degree/second applied, respectively.
� The readings from accelerometers were then used to determine whether a posture is stand-

ing, bending, sitting or lying. To implement, they calculated the angle between the trunk

and the gravitational vector (θA) and the angle between the thigh and the gravitational

vector (θB). The following rules were applied:

If θA , 35 and θB , 35: Standing;

If θA . 35 and θB , 35: Bending;

If θA , 35 and θB . 35: Sitting;

If θA . 35 and θB . 35: Lying.
� Once a lying posture was identified, the previous five seconds of data were investigated

to determine whether the transition to the lying posture was intentional, whereas an unin-

tentional transition would be identified as a fall. Intentional and unintentional transitions

were distinguished by applying the following thresholds to peak values of acceleration

and angular rate: 3.0g and 2.5g for the acceleration recorded from the chest and thigh

nodes, respectively; 200 degree/second and 340 degree/second for the angular rate

recorded from the chest and thigh nodes, respectively.

Using accelerometers and gyroscopes, the fall detection algorithm of Li et al.

(2009) achieved a sensitivity of 91% and a specificity of 92%. In addition, their

algorithm appeared to be computationally efficient, which is advantageous to users

in real-life applications.

Machine learning methods

Unlike thresholding techniques, machine learning methods do not apply a cut-off

level to the observed biosignals to distinguish falls from ADL. Instead,
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classification algorithms are employed to achieve a decision. The following

machine learning methods have been widely applied for fall detection:

� Regression models
� Naı̈ve Bayes
� Random forest
� Decision tree
� Support vector machine
� The k-nearest neighbour classifier
� Hidden Markov models
� Artificial neural network

For details of these classification methods, the reader is referred to Chapter 2 of

this book.

A typical machine learning method for fall detection is implemented as follows:

1. Collect data of falls and ADL, which could be either real or simulated;

2. Extract features from the observed data;

3. Train the machine learning algorithm using the extracted features and the corresponding

labels (fall or ADL);

4. Apply the trained machine learning algorithm to make predictions.

Step 1 is very similar to the data collection process when implementing a

thresholding technique, where acceleration and/or angular data are observed from

wearable devices. In addition to acceleration and angular parameters that describe

body movements, a machine learning method may also collect personal information

features (gender, age, weight, height, etc.) in Step 2. As argued by Kerdegari,

Samsudin, Ramli, and Mokaram (2012), personal information collection should be

considered as a part of the feature extraction process, since personal information

features have the potential to enhance the performance of a machine learning

algorithm. For example, people with different heights or weights are likely to

produce distinct readings of acceleration and rotational rate during a fall, while

discriminating between groups of people with different physical attributes may

reduce the rate of misclassification.

In Step 3, the classification algorithm is trained using the features obtained in

Step 2 as well as the corresponding labels of body movements, while in Step 4 the

optimized algorithm is applied to determine whether a newly observed body move-

ment should be identified as a fall or an ADL. Although there is no classification

algorithm that consistently outperforms the others when detecting falls, artificial

neural networks tend to achieve good performance in various studies (Abbate et al.,

2012; Kerdegari et al., 2012).

Limitations

It is worth noting that the fall detection systems discussed above were constructed

based on the simulated fall data that were observed under constrained conditions,

whereas falls in reality are generally under unconstrained conditions. This implies

that statistical features of simulated falls tend to be distinct from those of real falls.
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For instance, as noted by Bourke and Lyons (2008), when simulating a fall those

young volunteers were instructed not to break their fall, whereas in a real situation a

falling person would try to break the fall naturally, producing acceleration and

angular data that are different from simulated values. In the literature, there has been

evidence challenging the reliability of fall detection algorithms being applied to real

data. For example, a study was carried out by Bagala et al. (2012) to evaluate fall

detection algorithms based on a large dataset of real-world falls, and they concluded

that algorithms that were successful at detecting simulated falls did not perform well

when attempting to detect real-world falls. As a consequence, one is encouraged to

determine optimal threshold values, or to train machine learning algorithms using

real-world datasets, such as the one considered by Bagala et al. (2012).

8.2 Mobile devices in transportation

The benefit from using mobile devices (especially smart phones) to solve transpor-

tation problems (e.g., congestion) was emphasized by Lane et al. (2010) as well as

Higuera de Frutos and Castro (2014). It is widely acknowledged that traffic remains

a serious global problem in the twenty-first century, whereas the innovative utiliza-

tion of mobile devices in transportation has great potential to produce solutions.

Higuera de Frutos and Castro (2014) suggested that sensor-equipped mobile devices

can be considered as a low-cost, efficient tool for the collection of information

about road characteristics and road maintenance conditions which are essential in

the management of road networks. For instance, mobile phone sensing systems can

be used to provide fine-grained traffic information on a large scale using smart

phones that enable accurate travel time estimation for improving commute

planning. In this section, a case study is presented to demonstrate how the travel

time data recorded by mobile devices are processed to gain useful information for

transportation planning.

8.2.1 An overview of the case study

The primary focus of this case study is on the management of current roadways

infrastructure and planning for maintenance and future growth, which are important

tasks for local and state governments. The maintenance and construction of new roads

are large undertakings, requiring considerable dedication of resources and potential

disruption for many users. Making decisions about these activities requires a good

understanding of the patterns of usage for existing roadways and a means of planning

and estimating the likely impact of future additions or modification of the existing net-

work. For such purposes, research has been undertaken extensively in the literature to

estimate travel time on motorways or arterials (Bhaskar & Chung, 2013; Bhaskar

et al., 2015a, Bhaskar, Qu, & Chung, 2015b; Li, Xiqun, Zhiheng, & Lei, 2013;

Malinovskiy, Saunier, & Wang, 2012; Martchouk, Mannering, & Bullock, 2011; Mei,

Wang, & Chen, 2012; Sun, Yang, & Mahmassani, 2008).
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To monitor road use for ongoing planning and efficiency of the road network in

the state of Queensland, Australia, the Queensland Department of Transport and

Main Roads (TMR) collected usage data by recording the movement of media

access control (MAC) addresses from Bluetooth enabled mobile devices through

sensors placed at major intersections throughout Queensland. As indicated by

Bhaskar et al. (2015a,b), tracking Bluetooth MAC addresses has gained much inter-

est of researchers as one of the most cost effective ways of recording travel time.

MAC IDs of discoverable Bluetooth devices being transported by road users are

tracked by Bluetooth MAC scanners (BMS), and the travel time can be easily

recorded by matching the MAC IDs from one BMS to another. These records are

referred to as the node-to-node travel time data, which is the time difference

between two BMSs at two nodes collecting identical MAC address information.

According to the TMR, these data are collected from around 20% of road users,

which represent a sample of the actual traffic and can be used to make inference

about travel times throughout the network. Principles of Bluetooth communication

and BMS data acquisition are out of the scope of this case study, and the interested

reader is referred to Bhaskar and Chung (2013) for details.

The current travel time system of the TMR calculates a single travel time

between nodes on the road network and delivers a single average result per period

of calculation. This is carried out by computing an average of all observations

after removing the outliers, where the outliers include those records below a

predetermined travel speed (usually 5 km/h), those records that appear off route,

and those detected by the median absolute deviation (MAD) method (see Bhaskar

et al., 2015b for details of the MAD). As noted by Bhaskar et al. (2015a), however,

travel time estimates obtained in this way can be biased. The primary reason is that

there are multiple transport modes of road users such as cars, heavy vehicles, buses,

cyclists and pedestrians, but the BMSs are not able to identify them as no informa-

tion about the type of the mode and number of devices within one mode is

available. Although it is evident from the literature that averaging over or taking

median of node-to-node travel time data can achieve good performance when con-

centrating on only one type of road users (e.g., cyclists (Mei et al., 2012), pedes-

trians (Malinovskiy et al., 2012) or motor vehicles (Martchouk et al., 2011) on a

freeway), the reliability of taking an average or a median when multiple transport

modes are present is questionable. Since different transport modes are associated

with potentially different patterns in travel times, data collected from different types

of road users should not be treated as if they were homogeneous. In particular, dif-

ferent road users may travel at varying speeds in the data sample, which influence

the final estimation of travel time. For instance, during peak hours cyclists and

pedestrians tend to be much less influenced by congestion compared to cars or

buses, while during off-peak hours cars are expected to travel faster than cyclists.

As a result, it would be more reasonable to estimate travel times separately for

various types of road users that utilize the entire network. To achieve this, different

transport modes need to be identified from the recorded data in the first place.

Since the recorded MAC addresses do not provide any information about the

corresponding transport mode, the aim of this case study is to develop an algorithm
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to model and distinguish multiple travel patterns in node-to-node travel times, with

multiple road user groups identified.

Numerous methods have been proposed in the literature for data grouping pur-

poses, which can be categorized into supervised learning (known as classification)

and unsupervised learning (known as clustering). As discussed in the previous chap-

ters, the former is applied when the grouping of data is known, while the latter is

applicable when the grouping is unknown (Liu et al., 2014). As MAC addresses do

not show grouping information of road users, cluster analysis of the node-to-node

travel time data is carried out in this case study.

8.2.2 Statistical methods for clustering travel times

To estimate and predict travel time for various transport modes accurately, groups

of road users need to be identified in the first place. We propose to use

unsupervised learning techniques to study the groupings of travel times for the fol-

lowing reasons:

1. MAC addresses do not indicate which transport modes are in operation during a particular

period of time, and transport patterns may show large variability over time. Thus, it is not

feasible to predetermine the groupings.

2. Supervised learning depends heavily on historical information, which may not always be

representative in transport research since travel patterns are often influenced by external

facts such as weather and incidents.

As viewed in Chapter 3, there are two types of clustering techniques, namely,

crisp clustering and fuzzy clustering. Crisp clustering divides data into crisp clusters,

where each individual belongs to exactly one cluster. In contrast, fuzzy clustering

may determine that an item belongs to more than one cluster, producing degrees of

membership that indicate the extent to which such an item belongs to those clusters.

As stated by D’Urso and Maharaj (2009), crisp clustering may not be appropriate in

practical situations, since in many cases there is no definite boundary between clus-

ters and hence fuzzy clustering appears to be the better option. This claim remains

valid in our study, as the boundary of travel time between different types of road

users may be vague. For instance, during peak hours cyclists may travel at a speed

very close to, or even higher than, that of cars, while during off-peak hours the

travel time of a bus over a segment of road might be rather similar to a typical

motor vehicle. In this study, both crisp and fuzzy clustering techniques are

employed, and a comparison between them is carried out to indicate which one is

more appropriate in studying BMS travel time data. In particular, we consider the

k-means algorithm as a means of crisp clustering and the Gaussian mixture model

as a means of fuzzy clustering. Both methods have been widely applied in various

fields of studies (Liao, 2005). The reader is referred to Chapter 3 of this book for

details of these two methods.

Since both methods are unsupervised nonhierarchical approaches, one needs to

determine the number of clusters beforehand. The Silhouette coefficient, discussed

in Chapter 3, is used for such purposes.
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8.2.3 Data and experimental design

For demonstration purposes, we consider travel times that were recorded over two

segments of road on a single day. The data used in this study were observed by the

TMR on 12 November 2013 (Tuesday), recorded from multiple Bluetooth MAC

address sensors which were located at the intersections on Sandgate Road with

Pritchard Road, Zillmere Road and Beams Road, in north Brisbane, Queensland.

The link from the Pritchard Road intersection to the Zillmere Road intersection is

labelled as Link A, while the link from the Zillmere Road intersection to the Beams

Road intersection is labelled as Link B. Both links are outbound from the CBD of

Brisbane tracking north, and each link has two bus stops. Link A is 1.3 kilometres

long with two intersections that have traffic lights in operation, while Link B is 1.1

kilometres long with one intersection that has traffic lights in operation. The speed

limit is 70 km/h for both links. Two service stations and a fast food outlet are located

along Link A. The locations of Bluetooth MAC address sensors, the lengths of the

two links and service/food facilities are labelled on the map shown by Figure 8.1.

For Link A, a total of 3303 valid MAC addresses were scanned and matched on

12 November 2013, and hence 3303 travel times were obtained. For Link B, the

sample size is 1424. Figure 8.2 displays the individual travel times recorded on

12 November 2013 for different road users on Link A and B. Peak and off-peak

hours can be seen obviously from the plots. As both links are outbound from the

Brisbane city, peak hours emerged in the afternoon. For Link A, two peaks can be

seen from the plot. The first peak was between hours from 14:30 to 16:00, where

the majority of road users took longer to travel through Link A. This is because of

Figure 8.1 Sandgate Road and its surroundings.

Source: Google Maps, https://maps.google.com.au/
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the school zone operating times for the Geebung Preschool and St Kevin’s Catholic

Primary School, which are located around 500 metres away from Sandgate road.

During the afternoon school zone time period, motor vehicles picking up students

from these two schools may join Sandgate road from Pritchard Road or Robinson

Road East (State Route 28), causing delay in travel time over Link A. The second

peak was mainly because of people getting off work in late afternoon, which started

with an increase in travel time at around 16:30, reaching the maximum at around

17:00�17:30 and ending with a rapid drop at around 18:30. For Link B,

16:00�18:00 appeared to be peak hours on that day as the travel time during this

period was noticeably higher than the other hours.

Figure 8.2 Individual travel times over Link A and B on 12 November 2013.
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The clustering process using the k-means algorithm and Gaussian mixture model

was carried out based on 15-min consecutive time intervals from 6:00 to 20:00.

That is, travel time data recorded from 6:00 to 6:15 were clustered first, followed

by those recorded from 6:15 to 6:30, and so on. Before fitting the Gaussian mixture

model, the recorded travel times were transformed in natural log to approximate

symmetry for each mode. For each of the 15-min time intervals, the optimal number

of clusters was determined by the Silhouette coefficient and the BIC, and then clus-

ters of data collected over the 15-min period were determined in an unsupervised

manner. The determined clusters were used to estimate the travel time for various

transport modes. In particular, we concentrated on the average travel time estima-

tion for cars. During off-peak hours, cars are believed to be the quickest group of

road users on average, but this is not always the case during peak hours. For

instance, in congestion it is not rare to observe cyclists travelling at a faster speed

than cars. As a consequence, while cars are identified as the group that has the

shortest travel time during off-peak hours, we assume the largest cluster is represen-

tative of traffic conditions during peak hours and hence the average travel time of

cars is estimated based on this cluster.

To justify the clustering results, two evaluations were conducted. The first

evaluation aimed at comparing the estimated travel time produced by the clustering

methods to some counterpart. To approximate real travel time of vehicles, the TMR

also collected spot speed data of Link A, namely, data of vehicle speed collected at

a single node on the link. Given the length of the link, the spot speed data were

converted to travel time in seconds, and then averages were taken over consecutive

5-min time intervals from 6:00 to 20:00 as the approximations of real travel time

over the day. The comparison between the results from clustering and the spot

speed data can help determining if the two clustering approaches achieved reliable

performance.

The second evaluation aimed at examining to what extent the produced clusters

of road users are consistent over different road segments. If the travel time of a

road user is repeatedly observed over two segments of a road, it is then expected

that data from both segments will imply the same grouping of this road user.

Consequently, a clustering method is said to be relatively consistent if a relatively

high proportion of repeatedly observed road users are clustered into the same group

over different segments. To carry out this evaluation, repeatedly observed road

users on Link A and Link B were identified using the MAC addresses. The group-

ings of these road users on both links were recorded, and the proportion of consis-

tent groupings was calculated.

8.2.4 Results and discussions

Figures 8.3 and 8.4 display the clusters determined by the two clustering methods

for Link A and B, respectively. The colour of each scatter point indicates which

cluster it should belong to. For the k-means algorithm, a single colour was assigned

to the entire cluster as per the crisp clustering principle. For the Gaussian mixture

model, the colour was assigned to each individual by its posterior probabilities
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values, which coincide with the RGB colouring function in MATLAB ([1, 0, 0], [0,

1, 0] and [0, 0, 1] correspond respectively to red, green and blue). For instance, if

the Gaussian mixture model determines posterior probabilities [0, 0.01, 0.99], then

the colour of the corresponding scatter point is close to “pure blue”; if [0.5, 0.5, 0]

are computed, the colour of that individual is then somewhere between red and

green. For both clustering methods, the order of the groups was rearranged so that

the colouring is consistent with the speed, that is, the red colour always represents

the quickest group, with green and blue groups being slower.

In terms of the number of clusters detected, the Gaussian mixture model

consistently preferred two clusters of road users for Link A, and for Link B one
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Figure 8.3 Clusters of road users and travel time estimates, Link A.
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exception emerged at the last time interval (19:45�20:00) where three clusters

were determined based on only a few observations. On the other hand, the k-means

algorithm vacillated between 2- and 3-cluster solutions. During off-peak hours over

Link A, the k-means algorithm tends to produce a larger cluster for cars compared

to that from the Gaussian mixture model, resulting in slightly higher estimates of

the average travel time. During peak hours, while the k-means algorithm produced

distinct clusters, the fuzziness on cluster boundaries is noticeable as indicated by

the Gaussian mixture model. Overall, both methods appear to track change points

in traffic patterns quite well.
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Figure 8.4 Clusters of road users and travel time estimates, Link B.
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Figure 8.5 compares the spot speed data to the average travel time estimates

obtained by the two clustering methods. It is observed that both methods were able

to produce travel time estimates that follow the real traffic trend quite well over

time. To examine if the clustering methods can group an individual into the same

cluster on different road segments, clusters of repeatedly observed road users on

Link A and B were recorded and compared. In total, travel times of 647 and 288

road users were repeatedly recorded during off-peak and peak hours, respectively.

Table 8.1 reports the proportions of road users that have the same grouping over

the two links. The Gaussian mixture model has higher proportions than the k-means

algorithm, with the difference over off-peak period being statistically significant at

1% level of significance. This implies that the Gaussian mixture model tends to be

more consistent in grouping road users, especially during off-peak hours.
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Figure 8.5 Travel time estimates of the clustering methods and spot speed data, Link A.

Table 8.1 Proportions of road users that have the same grouping
over the two links

Off-peak hours Peak hours

k-means algorithm 57.96% 51.74%

Gaussian mixture model 75.12% 55.56%

Difference 17.16%��� 3.82%

Note: �, �� and ��� indicate statistical significance at the 10%, 5% and 1% level of significance, respectively.
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8.2.5 Concluding remarks

Data collected from the BMSs provide information about travel patterns of individ-

ual road users, and travel time estimation can be carried out using the BMS data.

To do so, many past studies take the average or the median of collected data after

removing outliers, overlooking the fact that multiple transport modes are present

which may have distinct travel patterns. In the literature, insufficient research has

been undertaken in relation to identify multiple transport modes from recorded

travel times, and we filled this gap by carrying out cluster analysis of the

BMS data. The Gaussian mixture model and the k-means algorithm were employed

for clustering purposes, and we carried out an empirical study on the BMS travel

time data collected from segments of Sandgate Road. Both clustering methods

were demonstrated to be competent in discriminating between groups of travellers,

producing travel time estimates that are fairly close to the real time data. In

addition, the Gaussian mixture model was believed to be more reliable in terms of

determining the grouping of repeatedly observed travellers over different road

segments.

The methods and results discussed in this case study provide a guideline for

transport mode identification, and may contribute to further issues related to

traffic monitoring such as forecasting and planning. Subsequent studies are worth

carrying out to address the issue of transport monitoring further. As the TMR

aims at high-quality estimation and prediction of travel time for various transport

modes, methods that are capable of modelling travel time data after grouping

should be explored. For instance, nonparametric smoothing techniques might be

suitable to gather information about distributional properties of travel times at a

specific time, while functional time series models may contribute to predicting

traffic conditions.
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