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Abstract. The increasing number of smart interactive devices con-
nected to the network opens new business opportunities for digital con-
tent and advertisement providers, interested in reaching out to new cus-
tomer audiences. To this end, they employ various device discovery and
data collection techniques to gather user- and device-specific informa-
tion in order to build a user profile and deliver targeted content accord-
ingly. However, the extreme (and constantly growing) number of smart
devices, dynamically connecting to and disconnecting from a network in
the IoT scenario, renders existing routing techniques, such as multicast-
ing and broadcasting, unscalable, especially when using the IPv6 128-bit
addresses. Moreover, these existing solutions can hardly provide infor-
mation about technical capabilities of end devices. To address this limi-
tation, this paper discusses the potential of implementing the IoT device
discovery for device-specific content delivery, based on device proper-
ties, such as screen size and resolution, network connectivity, presence of
speakers, supported languages, etc., and presents an approach to enable
property-based access to IoT nodes using Bloom filters. The proposed
approach demonstrates space- and network-efficient characteristics, as
well as provides an opportunity to perform device discovery at various
granularity levels.

Keywords: Internet of Things · Edge computing · Content delivery ·
Device discovery · IPv6 · Bloom filter

1 Introduction

According to recent statistics [1], there are already about 10 billion connected
smart objects – a constantly growing number, which has already exceeded the
human population, and is expected to reach hundreds of billions in 10 years
from now. This opens up several issues, targeted by joint research efforts of both
academia and industry, collaboratively working towards fulfilling the vision of
the ubiquitous Internet of Things (IoT). Among these issues, networking aspects,
concerning how to deal with this increasing population of Internet-connected
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devices, are recognised among the most critical to enable the IoT vision. As
IPv4 IP addresses are running out, keeping track of such a huge number of
addresses is not trivial, even if in the next 5–6 years IPv6 will be eventually
fully adopted. IP addresses, routing tables and all related mechanisms should be
adapted to this wider context and higher order of magnitude. It could be even
necessary to reshape and tailor them towards new solutions, since the existing
ones not necessarily scale out to the IoT paradigm.

The IoT implies that a user (or an application) has to deal with considerably
long network addresses to uniquely identify and refer to an overwhelming amount
of network-connected devices. This exponential growth is expected to introduce
new challenges to traditional computer network protocols, such as, for exam-
ple, (i) efficient access to a huge number of devices; (ii) security and privacy;
(iii) interoperability and standardisation; (iv) efficient energy consumption.

One of the most important challenge in the IoT is device discovery [5] –
i.e. searching for useful devices able to accomplish a task or matching specific
query parameters. Currently, there are two established ways of performing device
discovery: multicasting and broadcasting. A group of devices can be discovered
by multicast routing by, for example, adopting multi-hop routing. The problem,
however, is that multicast addresses cannot be aggregated in routing tables (as
opposed to unicast addresses, which have a single entry on the same subnet in the
routing tables of the intermediate routers. For multicast addresses aggregation
is not possible, since any two adjacent multicast addresses from the address
space reserved for multicasting will correspond to multicast groups that might
have completely different members, located in different parts of the network, so
that the corresponding multicast trees will have different shapes as well. In this
case, each multicast group requires a separate entry in the routing tables of the
intermediate routers [12], which renders this approach hardly scalable.

On the other hand, broadcast routing does not have similar limitations –
this, however, comes at a cost of increased network latency and waiting time.
Due to the fact that, if we want to address some devices using a broadcast call,
we have to send a request to all of them and wait for their replies. This results
in an increased amount of traffic, proportional to the number of nodes in the
network. As a result, broadcasting is not scalable either, and thus can hardly
address the device discovery requirements, introduced by large IoT networks.

Moreover, given the extreme amounts of heterogeneous devices constituting
the IoT ecosystem, ranging in their sensing/actuation, computing, storage and
networking capabilities, timely and accurate device discovery and access, as well
as content delivery, based on some specific parameters such as device type, net-
work connection, status, powering options, etc. are also seen as a pressing and
challenging issue. The latter feature of targeted content delivery is becoming
specifically important with the rise of the IoT as a global commercialisation,
advertisement and entertainment channel, through which more and more enter-
prises aim to deliver content tailored to end users and reach out to their potential
customers. More specifically, as more and more connected objects are equipped
with display devices – e.g. vehicle on-board ‘infotainment’ systems, smart kitchen
appliances, various kinds of interactive surfaces (boards, walls, screens, etc.), not
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to mention the more traditional mobile and portable devices – they all are nowa-
days seen as potential consumers of some targeted and differentiated multimedia
content. This current trend is supported by various techniques, serving to collect
some information about users and their contexts and provide this information
to content providers. Existing techniques for targeted content delivery typically
rely on collecting user-specific information either explicitly (i.e. end users agree
to send their behavioural information to the content provider), or implicitly (i.e.
behavioural information is indirectly inferred from a browsing history, cookies,
search queries, etc.). The collection of potentially large user behaviour data sets
from end user devices is typically implemented as a background process (i.e.
transparent to the user), thus possibly increasing network latency and creating
network overheads [11].

However, the existing routing mechanisms, as described above, are only able
to discover and access connected devices using their network IP addresses and
ports, which do not take into account the properties of the device, and, there-
fore, have little value, as far as targeted content delivery is concerned. In this
light, a potential way to enable device discovery and access in the IoT, tak-
ing into account the size and complexity of underlying networks, could be to
include additional search parameters in the routing procedure so as to support
targeted device discovery and limit the search space. More specifically, a poten-
tial solution would be able address IoT network devices not only through their
IP addresses, but also through a combination of device properties, such as device
type, location and timezone, network connection and bandwidth, screen type and
resolution, presence of speakers, supported languages, etc. From this perspective,
an envisaged solution is expected to implement some kind of selective routing
algorithm, which would facilitate time- and network-efficient device discovery in
the IoT context based on device properties and functionalities, and consequent
delivery of tailored content. For instance, this will allow identifying specific edge
devices (e.g. equipped with high resolution screens and broadband network con-
nection) and deliver corresponding full-size rich video-content.

Taking into considerations these desired features of a potential solution, this
paper presents an approach to facilitate property-based device discovery in com-
plex IoT networks using counting Bloom filters to enable tailored device-specific
content delivery. As it will be further explained below, the proposed approach
adopts the content provider’s perspective and benefits from the space-efficient
way of storing information about devices and their properties, as well as fast
calculation times when deciding whether a matching device is present in the
network. Moreover, with property-based search using Bloom filters, it becomes
possible to perform device discovery at various granularity levels, and, as a result,
enable even more targeted content delivery.

Accordingly, the rest of the paper is organised as follows. Section 2 con-
tains relevant background information and briefs the reader on the theoretical
underpinnings of Bloom filters, as well as discusses some related research works.
Section 3 presents and explains the actual approach. A sample use case scenario
in the IoT context including preliminary evaluation on false positive results is
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discussed in Sect. 4. Section 5 summarises the main potential benefits of the app-
roach while Sect. 6 concludes the paper.

2 Background

2.1 Bloom Filters and Counting Bloom Filters

In 1970, Burton Howard Bloom [2] proposed the technique for applications where
the amount of source data would require an impractically large amount of mem-
ory if ‘conventional’ error-free hashing techniques were applied. A Bloom filter is
a space-efficient probabilistic data structure that is used to test whether an ele-
ment is a member of a set. False positive matches are possible, but false negatives
are not – in other words, a query returns either ‘possibly in set’ or ‘definitely
not in set’. Elements can be added to the set, but not removed (though this can
be addressed with a ‘counting’ filter); the more elements that are added to the
set, the larger the probability of false positives. Typically, fewer than 10 bits per
element are required for a 1% false positive probability, independent of the size
or number of elements in the set [3].

More formally, a Bloom filter represents a set S of m elements using an
array of n bits B = (B[1], ..., B[n]) initially set to 0. The filter uses a set of
k independent hash functions H = {h1, ..., hk} with range {1, ..., n} uniformly
mapping each element of S to random position over the B array as shown in
Fig. 1.

Fig. 1. An illustration of a Bloom filter.

More specifically, for each element s ∈ S, the bits B[hi(s)] are set to 1
∀i | 1 ≤ i ≤ k. A bit can be set to 1 multiple times either through different hash
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functions for the same element s or different elements of S. An answer to the
query ‘Is b ∈ S?’ is true if all hi(b) are set to 1; otherwise, if at least one bit is
0, b is not in S.

While the Bloom filter has many advantages, such as fast access time and
a relatively small size (a few bytes per element at most), it does come with an
obvious drawback: a possibility of false positive on membership checks. A false
positive occurs when the hashes from an element not in the Bloom filter overlap
with a combination of hashes from elements that are in the Bloom Filter. The
probability of a false positive for an element not in the set can be derived. Given
a size m of a bit vector, a number of elements n present in a Bloom Filter, and
k hash functions, a probability of a false positive Pfp is as follows [14]:

Pfp =
m!

mk(n+1)

m∑

i=1

1∑

j=1

(−1)i−j jknik

(m − i)!j!(i − j)!
(1)

Deleting elements from a Bloom filter cannot be done simply by changing
ones back to zeros, as a single bit may correspond to multiple elements. To
enable deletion of elements, the so-called counting Bloom filter uses an array of
n counters instead of bits (Fig. 2). These counters are able ‘track’ the number of
elements currently hashed to that location [8]. Deletions can now be safely done
by decrementing the relevant counters. A standard Bloom filter can be derived
from a counting Bloom filter by setting all non-zero counters to 1. It is worth
noting that counters must be chosen large enough to avoid overflow – for most
applications, four bits are sufficient.

Fig. 2. An illustration of a counting Bloom filter.
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2.2 Related Work

Bloom filters have been originally introduced to improve data management per-
formance, quickly becoming popular in a variety of databases and storage sys-
tems [2]. Then, they have been widely used in distributed systems [15] across
several different application domains. Nowadays, Bloom filters are becoming a
consolidated and stable technology that can be found in different solutions such
as the Squid Web proxy for the cache management1 and the SPIN model checker
[6]. In recent years, a Bloom filter experienced an increased interest in a net-
working domain and security [4]. One of the first applications of Bloom filters for
security purposes traces back to Spafford’s work on storing dictionary of weak
passwords [14]. They are also widely applied in intrusion detection, virus and
spam detection, access control [9], and IP traceback [13] systems.

Recently, a fertile field of application for Bloom filters is the IoT, due to the
issues discussed above. Some attempts in this direction are available in literature.
Among them, [10] adopts Bloom filters in context-aware addressing and rout-
ing for the IoT. It is a position paper, which primarily aims at demonstrating
the feasibility and main benefits of a parameter-based approach to access IoT
devices using Bloom filters. The authors also report on a simple, proof-of-concept
implementation, which was developed to this purpose. The existing approaches,
however, do not seem to consider and explore the potential of applying count-
ing Bloom filters to address situations, commonly present in the IoT context,
when devices disconnect from the network, and thus information about them is
expected to be updated accordingly.

3 Proposed Approach

The proposed approach aims at creating and managing a discovery service for
nodes in a widely distributed IoT ecosystem. The main algorithm implementing
this service is shown in Fig. 3. First, all the intermediate network nodes in the IoT
hierarchy are populated with information about edge devices and their properties
(Establishment). Once the network is populated, the service starts its operation,
running in parallel two process: backend and frontend. The backend process
mainly updates the system acting on the Bloom filter to add/remove IoT devices
(System Update). The frontend process loops waiting for IoT device discovery
requests. These are triggered by specific queries including the search parameters
(Discovery). Discovery results are then fed back to the content provider that
can ‘push’ relevant content, tailored to characteristics of these specific devices
(Content Delivery). Detailed descriptions of these steps follow.

3.1 Service Establishment

The proposed approach relies on representing an IoT device in a network hier-
archy as a tuple D = (ID, Prop), where ID is a unique identifier of this device,
1 http://www.squid-cache.org/.

http://www.squid-cache.org/
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Fig. 3. Bloom filter-based discovery service algorithm.

and Prop is a set of properties of this device, such as, for example, type (e.g.
smartphone, tablet, embedded ‘infotainment’ terminal, etc.), power supply (e.g.
solar panel, battery, power cord, etc.), network connectivity (e.g. wireless, mobile,
Ethernet cable, etc.), operating system and available software, location, timezone,
language, and so on. All these properties, as will be demonstrated below, serve to
enable fine-grained search and discovery of network IoT devices. Using suitable
hash functions, each set of properties Prop is converted into a corresponding
Bloom filter array.

First, a Bloom filter, representing device properties, is created on each edge
device. Next, the network hierarchy is ‘populated’ by these newly-generated
Bloom filters. This process is done in a bottom-up manner, such that an edge
device provides its immediate subnet gateway with its Bloom filter represen-
tation. The gateway, in its turn, ‘populates’ its own Bloom filter with arrays
coming from all the edge devices in its subnet by doing the bitwise OR opera-
tion. This process is then iteratively repeated up until the very top of the given
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network. As a result, the top server’s Bloom filter contains information about
all edge nodes (i.e. Bloom filters of individual devices) in its network.2

3.2 Device Discovery

At the device discovery step, Bloom filters are used to represent corresponding
discovery queries. More specifically, each query is represented by a tuple Q =
(ID, Prop), where ID is a unique identifier of this query, and Prop is a set of
device properties, which we are expecting to discover within the given network.
These properties correspond to the ones, defined when populating the network
hierarchy, and can be seen as search parameters, as typically used in traditional
searching. Similar to the previous step, each query is then represented by a
corresponding Bloom filter, using the same hash functions.

Discovering devices can be seen as a reverse process of populating the network
hierarchy. It is executed in a top-down manner, starting from the very top of
the network topology. Once a query is issued and a corresponding Bloom filter is
created, the top-level server first checks with its own Bloom filter whether there
is a device, matching query parameters, in its managed network. This is done
by performing the bitwise AND operation. Accordingly, if the evaluation is true,
the query is sent down to lower-level network gateways, which perform a similar
AND evaluation to check whether a suitable device is present in their subnet.
This process is repeated in each subnet and iterates either (i) until reaching
the very bottom level and a suitable device is discovered, or (ii) until one of
the intermediate network nodes replies that no matching device is present in its
subnet.

3.3 Content Delivery

Finally, once matching devices and their IP addresses have been identified, the
content provider can now ‘push’ corresponding content, matching and fully lever-
aging the end user device’s characteristics. It is worth noting that in the context
of the presented research, the provider acts as the initiator of the content delivery,
and is therefore needs to know in advance the specifics of the target customers.
This is different from the more traditional content delivery, where required meta-
information is sent to the server along with user requests (i.e. content delivery
is initiated by users).

3.4 System Update

False positive results, despite being a shortcoming of Bloom filters in general
and of the proposed approach in particular, may potentially be useful as well.

2 It is worth noting that this network population process might be continuously
repeated, so as to update the bits related to the actual network connection of a
device.
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More specifically, they can be used to update Bloom filters throughout the net-
work hierarchy, whenever a device unexpectedly disconnects from the network.
In these circumstances, the upper-level network gateway is typically unaware
that a specific device is no longer present in its network, whereas its counting
Bloom filter indicates the opposite. To handle such situations, it is possible to
decrement corresponding bits in the filter, whenever the gateway transferred a
device discovery query down to nodes in its subnet, but never received a reply
from a matching device. Removing elements, however, needs to be taken with
care, as in this case false positive results may also occur due to the nature of
Bloom filters, not just because a device has disconnected from the network.

4 From Theory to Practice

In order to explain how the proposed Bloom filter-based IoT discovery service
works, without loss of generality, a simple example in this context is considered
more thoroughly below.

4.1 A Sample Scenario

In this example, target devices are equipped with high-resolution screens and
speakers, and connected to the Internet via a high-speed Ethernet network. This
way, it is safe to stream the ‘richest’ content (i.e. high-definition advertisements
with sound) to the user, assuming that the device will be able to download
the content at a high speed with no charges, and to playback the content at
the best quality with sound. Accordingly, it is assumed that each device (and
its properties) is represented by a Bloom filter containing multiple bits, among
which only six are relevant in the given scenario. Namely, these bits represent
the following properties of an edge device:

1. High-resolution display
2. Low-resolution display
3. Equipped with speakers
4. Connected via an Ethernet network
5. Connected via a mobile network
6. Connected via a wireless network

It is also assumed that there are three subnets in the network, each con-
taining three devices, as illustrated by the diagram in Fig. 4. The three network
gateways contain combined Bloom filters of their respective subnets, and the
server contains the overall Bloom filter representation of the network. Accord-
ing to the goal of this scenario, a device discovery query is represented by the
following Bloom filter BF = (1, 0, 1, 1, 0, 0).

At the first step, the server evaluates the query against its own Bloom filter,
and decides that there is indeed a matching device present somewhere down the
network. Next, the query is propagated down to three subnets. The respective
gateways start evaluating the query against their own Bloom filters. As it is seen
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from the diagram, Subnet A contains some devices with high-resolution screens
and speakers, none of which, however, is connected via an Ethernet cable. Subnet
B, on contrary, contains an Ethernet-connected and speakers-enabled devices,
but does not have a device with a high-resolution display. Accordingly, for both
subnets, the query evaluation returns false, and, as a result, the network call is
not propagated down the first two subnets. Finally, Gateway C, by evaluating the
query, understands that there is a matching device in its subnet and sends the
query to all three nodes. Two of these nodes do not match the search parameters
at all, whereas only the last one – Device C3 – perfectly matches the all three
criteria. By evaluating the incoming query, it realises that it matches query
parameters, and replies back with its ID and network location. The reply is
then sent back to the server through intermediate hops. Having identified target
devices for the richest content, the content provider can then identify devices
with lower capabilities (e.g. with low-resolution displays or without speakers) in
a similar manner, so as to push appropriate content.

Fig. 4. Sample IoT hierarchy to demonstrate property-based device discovery using
Bloom filters.

4.2 Preliminary Evaluation

As explained above, the presented approach is based on property-based search
for IoT devices, which enables flexible, fine-grained discovery of IoT nodes. This
means that it is possible to discover devices by specifying one or more properties.
Specifying a large number of parameters in the query will impact on the search
results, reducing the number of matching devices. On the other hand, if few
parameters are specified, the search space is expected to be wider, since more
devices might satisfy the search parameters. For example, searching for a device
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with speakers will yield 4 results, also including 2 matching devices, which are
additionally enabled with wireless connectivity.

There is a potential shortcoming to be taken into account, however. As
explained in Sect. 3.4, Bloom filters might be particularly prone to false posi-
tive results when performing query evaluation, especially when the size of the
Bloom filter bit array is relatively small. In these circumstances, a small-size
search query, containing just a single property, might yield a positive result,
because a specific bit in the Bloom filter was previously set to a value, belonging
to some other device’s hash value.

In this light, it becomes particularly important to find the right balance
between the preciseness of the search query (i.e. number of properties specified)
and the false positive rate when matching the query against a Bloom filter. To
demonstrate this dependency, a series of experiments were conducted with a goal
to see how the false positive rate changes with respect to the number of device
properties, specified in the search query.

In the experiments, we referred to the above described example considering
6 properties and exploiting the latest version of MurmurHash33, a widely used
32-bit hash function implementation [7], in development. Being able to accommo-
date 232 bits of information (i.e. more than 4 billion unique values), the resulting
Bloom filter was populated with 500 million values. Then, we started evaluat-
ing this Bloom filter against two types of queries. In the first case, the Bloom
filter has been split into as many parts as the properties specified in the query,
one BF per property. In the second case, all properties were specified within a
single Bloom filter. In both cases, the number of properties ranged from 1 to 6
as in the above specified example where a 1-bit representation for each property
has been adopted, while in the experiments a larger number of bits (�232/6�)
per property has been used. We therefore performed 6 different pairs of tests,
by increasing the number of properties (and split Bloom filters), comparing the
split and single Bloom filters against this property-based benchmark.

Table 1. The false positive rate (percentage) from experiments on split and a single
Bloom filters.

# of properties False positive rate (%)

Split BF Single BF

1 2.407 2.407

2 5.131 2.419

3 8.246 2.523

4 11.268 2.557

5 15.328 2.628

6 18.451 2.687

3 https://github.com/aappleby/smhasher/blob/master/src/MurmurHash3.cpp.

https://github.com/aappleby/smhasher/blob/master/src/MurmurHash3.cpp
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As shown in Table 1, the evaluation of more than 900,000 queries (explicitly
known not to belong to the given Bloom filter) indicates that there is a consid-
erable increase in the number of yielded false positive results when split Bloom
filters are used, as opposed to a single Bloom filter, for all the query properties.
This is due to the fact that a single Bloom filter representing properties alto-
gether allows to exploit a larger space than the one obtained by splitting the
domain into different subdomains as in split Bloom filters, thus resulting in a
higher precision.

5 Discussion

This paper presented a property-based approach to discover IoT nodes using
Bloom filters. Potential benefits of the proposed solution are the following:

Flexible device discovery at different levels of granularity: as opposed
to the traditional access to edge nodes in IoT environments, where IP addresses
need to be known in advance, the proposed approach enables searching for
devices based on their properties, such as type, network connection, screen res-
olution, etc. This kind of property-based device discovery can be performed at
various levels of granularity – i.e. coarse-grained (e.g. discover any kind of device
with a display) or fine-grained (e.g. discover a low-resolution embedded device,
connected by an Ethernet cable, and powered by a cord). This flexibility has
the potential to contribute to creation of a wide range of IoT systems, where
the network topology is not static, but rather devices are constantly joining and
leaving the network.

Network efficiency: a Bloom filter (as suggested by its name itself) serves to
filter incoming search queries to avoid redundant broadcast calls through the
whole network. As demonstrated in Sect. 3, if an intermediate node understands
that there is no matching device within its subnet, it does not allow the query to
go down that specific subnet, thus (i) decreasing the amount of time needed to
discover a device, and (ii) minimising the amount of redundant network traffic
and improving network latency. Moreover, the query evaluation procedure –
i.e. performing the bitwise AND operation on two bit arrays – is a time-efficient
operation with minimum impact on the overall device discovery process. In the
presence of hundreds and thousands of edge devices and intermediate network
nodes, both network- and time-efficiency is seen as considerable benefits when
discovering devices (even taking into consideration the false positive rate).

Space efficiency: as described in Sect. 2, Bloom filters are space-efficient data
structures, requiring minimum amount of memory. Even when using counting
Bloom filters (i.e. each counter within a Bloom filter occupies 4 bits), resulting
arrays typically do not exceed 4 MB of storage space – a highly-relevant feature
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in the context of IoT environments, where individual nodes are not necessarily
equipped with mass storage facilities.

High accuracy: despite potential false positive results that may occur dur-
ing device discovery at intermediate network nodes, the overall accuracy is not
affected, since a final decision whether a matching device is present in the net-
work or not is taken by edge devices themselves. Only if an edge device’s Bloom
filter matches an incoming query, a corresponding acknowledgement is sent back
to the server. Otherwise, it is assumed that no matching devices were identified.

Scalability and extensibility: thanks to the ability to store large amounts of
hashed values and high calculation speed, a Bloom filter can be easily updated
with new elements without affecting the overall performance. This is especially
important in the context of the IoT networks, which are already constituted by
millions of devices, and keep on exponentially growing in size and complexity.

6 Conclusions

The presented solution enables flexible property-based device discovery in the
context of complex IoT networks using counting Bloom filters to enable con-
tent delivery, tailored to specific end devices. As opposed to the IPv6 routing,
which requires 128 bits to encode an address, the proposed approach benefits
from the space-efficient way of representing and storing data in a Bloom filter.
This also contributes to decreased traffic and network latency, as the device dis-
covery duration depends on how narrow-focused the search query is – i.e. the
less devices matching the query, the less network traffic generated, since using
a Bloom filter to decide whether a device belongs to a subnet branch or not
can ‘cut off’ the entire branch before actually checking it. As a result, this con-
siderably reduces the amount of network traffic, especially when compared to
broadcast and multicast routing techniques. Moreover, by knowing the specific
device capabilities in advance, the content provider is able to tailor the delivered
content towards them, thus making sure that the content is fully supported by
devices. This way, no unnecessarily heavy and rich content is pushed over the
network.
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